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Abstract

The Lasso is a popular and computationally efficient procedor automatically
performing both variable selection and coefficient shrijgkan linear regression mod-
els. One limitation of the Lasso is that the same tuning patams used for both
variable selection and shrinkage. As a result, it typicaltgs up selecting a model
with too many variables to prevent over shrinkage of theasgjpn coefficients. We
suggest an improved class of methods called "Variable siafuand Shrinkage Algo-
rithms” (VISA). Our approach is capable of selecting spargmlels while avoiding
over shrinkage problems and uses a path algorithm so is alepwtationally effi-
cient. We show through extensive simulations that VISA isigently outperforms
the Lasso and also provides improvements over more receoggures, such as the
Dantzig selector, Relaxed Lasso and Adaptive Lasso. Irtiaddive provide theoret-
ical justification for VISA in terms of non-asymptotic bouwndn the estimation error
that suggest it should exhibit good performance even fgelamumbers of predictors.
Finally, we extend the VISA methodology, path algorithm¢dheoretical bounds to

the Generalized Linear Models framework.
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1 Introduction

When fitting the traditional linear regression model,
p o
Yi=Bo+ ) XjBj+&, &~N(0,09, i=1..n, (1)
j=1

with the number of predictorg, large relative to the sample sizg, there are many ap-
proaches that outperform ordinary least squares (OLShkFaad Friedman, 1993). Most
of the alternatives can be categorized into one of two grodpe first set of approaches
uses some form of regularization on the regression coetfgi® trade off increased bias
for a possibly significant decrease in variance. While tfegg®@oaches often produce im-
provements in prediction accuracy, the final fit may be diffibw interpret because ap
variables will remain in the model. The second set of apgreadegins by performing
variable selection i.e. determining whif # 0. By implementing OLS on the reduced
number of variables one can often gain both increased piediaccuracy as well as a
more easily interpretable model.

More recently interest has focused on an alternative clasethods which implement
both the variable selection and the coefficient shrinkage $ingle procedure. The most
well known of these procedures is the Lasso (Tibshiranigi@henet al, 1998). The
Lasso uses alm penalty on the coefficients, which has the effect of autoradi perform-
ing variable selection by setting certain coefficients tmozand shrinking the remainder.
This method was made particularly appealing by the advetiteoE ARS algorithm (Efron
et al, 2004) which provided a highly efficient means to simultarsdp produce the set of
Lasso fits for all values of the tuning parameter. Numeroyzavements have been sug-
gested for the Lasso. A few examples include the adaptived_&%ou, 2006), SCAD (Fan
and Li, 2001), the Elastic Net (Zou and Hastie, 2005), CARxxdt al., 2006), the Dantzig

selector (Candes and Tao, 2007), the Relaxed Lasso (Meissha2007), and the Double



Dantzig (James and Radchenko, 2008).

The main limitation of the Lasso is that in situations whére true number of non-zero
coefficients is small relative tp, it must choose between including a number of irrelevant
variables or else over shrinking the correct variables oteoto produce a model of the
correct size. This tradeoff is caused by the fact that thed.ases a single tuning parameter
to control both the variable selection and the shrinkagepmrant of the fitting procedure.
The Relaxed Lasso attacks this problem directly by introtyia second tuning parameter.
The first parameter controls the number of variables thahaheded in the model while the
second controls the level of shrinkage on the selectedblasaMeinshausen (2007) shows
that the Relaxed Lasso can significantly outperform the d.agsenp is large relative ta
and provides comparable performance to the Lasso in ottuatisins.

In this paper we suggest a new approach called the “Variaigleidion and Shrinkage
Algorithm” (VISA). As with the Relaxed Lasso we utilize tworting parameters. However,
rather than using the hard thresholding approach enforgeéldebRelaxed Lasso and other
variable selection methods, where only variables incluatambrding to the first tuning pa-
rameter may enter the model, we allow for the potential isici of all variables. Our first
tuning parameter divides the variables into two groups. fireegroup receives preference
for model inclusion but variables from the second group ntdlyle included if there is
evidence that they are significant. Thus errors in the caigiariables can be eliminated to
produce the correct model.

This paper makes four key contributions. First, we demasthrough simulations and
real world examples that VISA consistently produces carsidle improvements over the
Lasso, as well as related approaches, such as the Danteigg@ednd the adaptive Lasso.
It also provides statistically significant improvementgithe Relaxed Lasso. Second, we
develop a fitting algorithm, similar in nature to LARS, fofiefently computing the entire

sample path of VISA coefficients. Hence, the computatiort mosimilar to that for the



Lasso or Relaxed Lasso, both of which are considered to bersgty efficient procedures.
Third, we provide theoretical results demonstrating $itues where both the Lasso and
Relaxed Lasso will fail but VISA will generate the correct ded. In addition we show
that VISA possesses similar types of nhon-asymptotic botmtisose that Candes and Tao
(2007) proved for the Dantzig selector. The Dantzig sel&ctmn-asymptotic bounds have
attracted a great deal of attention because they show thdistlerror in the estimated
coefficients is within a factor of log of that one could achieve if the true model were
known. These bounds suggest VISA should have good levelsrédnmance even fop
much larger tham. Finally, we extend both the VISA fitting algorithms and theadretical
bounds to the more general class of Generalized Linear Mqd&tCullagh and Nelder,
1989). To our knowledge, this is the first time that bound$f torm have been proposed
for GLM’s.

The remainder of this paper is organized as follows. In 8acd we explicitly define
the VISA approach for linear models and develop an efficierh fitting procedure. Our
non-asymptotic bounds and other theoretical contribstiare also provided in this sec-
tion. A comprehensive simulation comparison of VISA witle thasso, Dantzig selector,
Relaxed Lasso and other methods is presented in Section 8lekivenstrate the practical
performance of VISA on two real world data sets in Section ihalfy, Section 5 extends

the VISA methodology and theory to GLM’s and Section 6 pregid discussion.

2 Methodology

In this section we describe the VISA methodology. VISA is attfa general class of
approaches. In Section 2.1 we explain the general VISA implgation. Then in Sec-
tions 2.2 and 2.3 we provide two specific implementationsisf approach using modified
versions of the LARS (Efroet al,, 2004) and DASSO (Jamesal., 2008) algorithms. Our

theoretical results are presented in Section 2.4.
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Figure 1:Here the solid, dashed and dash-dot lines respectivelyesgmt constraints ap-
plied to all the variables, a primary subset of variablesgasecondary subset of variables.

2.1 General VISA Methodology

Using suitable location and scale transformations we candstrdize the predictors and

center the response, so that

i_iYi:O’ i_ixiizov i_ixﬁzl, forj=1,...,p. ()

Throughout the paper we assume that (2) holds. Howeveruatlenical results are pre-
sented on the original scale of the data.

Figure 1 illustrates the differences between the LassotZiipeelector, Relaxed Lasso
and our VISA methodology. Letj; = ij(Y — Xf&) denote the covariance between fitle
predictor and the residual vector. The solid line in the fatst of Figure 1 represents the

maximum absolute; among all predictors, i.[XT (Y —Xf3)| «, as a function of the tuning

parameter. The Lasso and Dantzig selector both constrafficent paths beginning with
the maximum covariance equal[iX"Y || and systematically reducing it to zero. One then

chooses a tuning paramefeand selects the point on the path where the maximum covari-
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ance equala. We denote this point b@, (0). It has been well documented (Meinshausen,
2007; Candes and Tao, 2007; James and Radchenko, 2008)dkathethods must either
select a large\ which results in a sparse model but over shrinkage of theficmefts or
else a low value ok which reduces the shrinkage problem but also tends to int®cany
undesired variables into the model.

The Relaxed Lasso (Meinshausen, 2007), illustrated in ¢eersd plot of Figure 1,
proposes a solution to this problem. First, for a given valiuk, the Lasso is used to find
the point3, (0) where the maximum covariance equalsThe variables at the covariance
boundary4; = {j : |cj| = A} are selected for the final model. The Relaxed Lasso then
continues the path by driving the covariances farto zero, as represented by the dashed
line. This approach allows one to select a sparse model utitteguiring over shrinkage
on the nonzero coefficients. However, any errors in theahitiodel selected b, (0) can
not be corrected.

Our VISA methodology, illustrated in the final plot of Figutealso removes the over
shrinkage problem, but without the requirement to permtypenclude variables. As with
the Relaxed Lasso, a value fdiis chosenf3, (0) is computed as the starting point for the
coefficient path, we identify the variable®, and drive their covariances to zero. We call
A; the “primary” variables. However, VISA differs from the Rekd Lasso in several key
respects. First, at no point do we fix any of the coefficientaai@ and hence, as the fit to
our data improves, new variables may always enter the médeh result, mistakes in the
primary variables can be corrected. Second, while driviregcibvariances towards zero we

require that at all points of the coefficient path

IXT(Y = XB) [l <A 3)

One can show that, for appropriake bound (3) will hold with high probability for the

true coefficient vectorp, thus it is sensible to enforce this constraint on the edétha



coefficients. In addition, (3) provides an automatic fornvafiable selection, because if a
covariance reaches the threshald as the primary covariances are driven to zero, a new
predictor will be added to the model to maintain the constrarinally, as represented by
the dash-dot line, after the covariances for the primariatégs have reached zero, we then
identify the “secondary” set of variables currently at tleeibdary|cj| = A, and send their
covariances to zero.

We provide theoretical justification for the VISA method ieciion 2.4, and illustrate its
excellent practical performance via a comprehensive sitiaud study in Section 3. How-
ever, the intuition for this three step approach can be destas follows, using the VISA
implementation introduced in the next subsection. We fixtiae ofA, and in the first step
of our algorithm select a sparse initial Lasso estinfigt®) that satisfies (3). In the second
step we use thej’s as measures of the “current” importance of each variablee vari-
ables with maximum importance are selected as the “primamgdictors, and a pafy, (s)
is constructed that systematically drives thejf’s towards zero, while maintaining (3) for
the remaining predictors. The primary variables represeninitial guess for the model,
and by contracting their covariances we reduce or elimioa¢e shrinkage on their coeffi-
cients. However, while the focus is on the primary variapésll stages of our algorithm
any predictor may enter the model. For instance, we show @tid®e2.4 that, under cer-

tain conditions, the “true” variables, i.e. those related/t that miss being classified as

primary variables may see the;|’s rise until they reach the threshol At this point
these predictors will be included in the model, providingaatomatic correction for ini-
tial “mistakes”. This self correcting property is not pdssiwith other approaches such as
the Relaxed Lasso. Finally, once the primary covariances heached zero, in the third

step of our algorithm we identify a secondary set of varighioselcj|'s are now at the

boundaryA. This secondary set of predictors can be thought of as nalelytified model

variables. Because they have large covariances, it ig/ltkelt their coefficients will also



be over shrunk, so the final section of the VISA path involvegingy the secondaryc;|’s

towards zero, while maintaining the primary covariancezeab.

2.2 VISA Using LARS

Here we detail the algorithm for implementing one versioroaf VISA methodology.

We call this approach VISAbecause it involves an adaptation of the LARS algorithm.
Throughout the algorithm, index s@f represents the variables whose absolute covariances
are being simultaneously driven to zero, &denotes the common value of all those co-
variances. Index sei_ represents the variables whose covariances are beingdredthat,
either at the levels-A or at zero. Writeq for 4, U 4- and letX; be the matrix consisting

of the columns oiX in 4. Let sy be an|A4|-dimensional vector with components corre-
sponding ta4, equal to the signs of the respectyés, and the components corresponding
to A_ equal to zero. Finally, recall thf (0) is the Lasso solution for which méog| = A.

The VISA_ algorithm consists of the following steps.
1. Initialize B = B (0), 4, = {j : |cj| = A}, A= =0, andl = 1.
2. Compute the4|-dimensional direction vectdr; = (X},Tlxﬂ)_lsﬂ. Let h be thep-

dimensional vector with the components correspondingl tgiven byh4 and the

remainder set to zero.

3. Computey, the distance to travel in directidnuntil C = O or a newc;| reaches the

level\. Definep'*! = B' +vyh, add index to 4_, and set — | + 1.
4. Repeat steps 2 and 3 ur@il= 0.

5. Renameq| andA- to A- and A4, respectively. Repeat steps 2 and 3 udti 0.

The coefficient patB, (-) is constructed by linearly interpolatirﬁij, BZ, e [3", WhereB"
is the endpoint of the algorithm. The starting poit(0), can be computed easily by im-

plementing the first few steps of LARS. Steps 2 through 4 pcedbe red dashed line, from
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Figure 1, corresponding to the first part of the VISA path vettee covariances for the pri-
mary variables are driven to zero. Step 5, correspondinggdash-dot line, then identifies
the secondary variables and sends their covariances to Z&e zeros irs4 ensure that

'S

the[c;

's in A- remain fixed at eithek or zero, while thet1's in s; ensure that the;
in 4, decrease at a constant rate. Note that wdehas no zeroed) is simply the LAR
direction. Similarly to LAR,y is computed using

—m+in Ci—A Cj+A o
y_j¢f4 xIXh” xIXh’ xIXh [

where the minimum is taken over the positive componentskasdome member of| .

In our simulations we use a slightly modified version of thexabalgorithm by forcing
the first computed direction to be LARS-Lasso rather than LARSs is done by the fol-
lowing small change to step 1: if the LARS path that produggd) has a coefficient that

hit zero at the breakpoint corresponding\taemove this coefficient from the sé.

2.3 VISA Using DASSO

In this section we detail the algorithm for implementing tr@w version of our VISA
methodology, VISA. This approach uses a modified version of DASSO (Jastes.,
2008). The DASSO algorithm generates the entire path of gn&Zly selector solutions.

The Dantzig selector (Candes and Tao, 2007) is defined asliltgs to

minimize ||B|1 subjectto [|XT(Y —XPB)[w <A (4)

but it can also be viewed as the value that minimip¢$(Y — Xf&) ||l SUbject to||f3H1 <s
This is the same optimization as for the Lasso, except tleatas function involves the
maximum of the partial derivatives of the sum of squares.e¥anal. (2008) demonstrate

strong connections between the Lasso and Dantzig seleulcalao between DASSO and



LARS. The main difference is that with LARS, when a new vaeaénters the active set,
A4, this variable will automatically enter the model, whiletvDASSO this is not always
the case. LARS adjusts the coefficients in the direc(mﬁxﬂ)_lsﬂl, wheresg is a vector
of 1's and—1's. However, while this direction systematically reduties maximum abso-
lute covariance, it does not always result in the largegatetdn per unit increase ifB||1.
By comparison, for each active sgt, DASSO computes a corresponding stjndexing
the variables in the model, i.e. those with non-zero coeffits. With LARSA and B are
identical, but DASSO choose’ so that the directiorﬁXﬂTX@)*lsﬂ produces the greatest
reduction in the maximum absolute covariance per unit eseen||||1.

DASSO can be thought of as an extension of LARS. We adapt VIBAa similar
manner to produce VISA The setB is initialized to index the nonzero coefficients
of B, (0), which is now the solution to problem (4). The active s8t,is now defined
as ﬂf" U A, Whereﬂf" corresponds to the variables i with the maximum absolute

covariance. Steps 2 and 3 of VISAre replaced by

2. ldentify either the index to be added#oor the index to be removed fromf". Use
the newa and3 to calculate th¢B|-dimensional direction vectdrg = (X} Xg) s,
Let h be thep-dimensional vector with the components corresponding tgiven

by hz and the remainder set to zero.

3. Computey, the shortest distance to travel in directiomntil a new|c;| reaches the
level A, a new|cqy| hits C for me 4, a coefficient path crosses zero, ©r= 0.

Definep'*! = B +yh and add to 4_ ormto ,‘Zlf". Setl — | +1.

The details for these steps are provided in the appendixeahiother steps are unchanged
from those of VISA.

A key advantage of VISA derives from the fact that the path of coefficients it geresrat
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can be shown to provide the set of all solutifj$s) that minimize||f3H1 subject to

IXT (Y =XB)[l« < A,  forsin[0,2)]
IX5, (Y =XB)|le < A-—s, forsin(0,A] (5)

IXA, (Y =XB)llo =0, [IX3,(Y =XB)[le < 2\—s, forsin (A,2A] (6)

whereA ands are tuning parameters. Here we defiie= {j : |cj| = A} when solv-
ing the above optimization problem with= 0, andA4, = {] : |cj| = A} when solving it
with s= A. The proof of this result is analogous to that given for theS30 in James
et al. (2008). Notice that fos = 0 the Dantzig selector and VISAoptimization criteria
are identical. However, asincreases, the covariancesdh are driven down to zero, and
the level of shrinkage on the primary variables is reducexd.sB> A the shrinkage on the
primary variables has been eliminated, and the newly itledtsecondary variables have
their shrinkage reduced, as the covariancegimre driven to zero. Equations (5) and (6)
can both be formulated as linear programming problems ssanalternative to computing
the entire path using the previously mentioned algorithm can also efficiently compute

the VISAp solution for any giverA ands.

2.4 Theoretical Results

In this section we give some theoretical results providimgfification for the VISA ap-

proach. First, in Section 2.4.1 we illustrate a scenarioreloge can prove that the LARS
and Relaxed Lasso methods will fail but VISA will still prockithe correct model. Then in
Section 2.4.2 we show that VISA possesses non-asymptatiedsoon its estimation errors

which suggest good performance for lagge
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2.4.1 Comparison Between VISA and LARS

Lemma 1 below outlines a scenario, with two “signal” and méamyise” variables, where
one can provide general conditions such that VISA will cleotte correct model even in
situations where LARS will fail. Recall the linear model @nd view the model sizg,
as a function ofn. Suppose thaB has two non-zero coefficient§,= (B1,[2,0,...,0),
and writepyx for the sample correlation betweéfp and X,. Note that we suppress the
dependence on the sample siz¢o simplify the notation. Writea,, > b, andc, = dj

to meanby,/a, — 0 anddy/c, = O(1) asn tends to infinity. Denote b)B‘l’E the OLS
solution using a model with onl}{; andX; and denote by, the set of indexe$3, ..., pn}

corresponding to the noise variables.

Lemma 1 Let 3; and 3> be positive. Suppose that there exists a posiiveuch that
for each n the correlationgp1j,p2j, j € Jn} lie in (8,1—0) and |p1o| < 1—9d. Assume
thatBy > n'/2 and N2> B, > /logpn.

1. If for some positivéy, the inequalitypyj +p2j < 14 p12— 01 holds for all jin J, and

all n, then, with probability tending to one, LARS can idBntine correct model, and

there is a VISA coefficient path that identifies the correct model and sty 8

2. If for some positivé,, the inequalitymaxy, (p1j + p2j) > 1+ p12+ 02 holds for all n,
then, with probability tending to one, LARS cannot iderttiy correct model. If, in

addition, there exists a positi\ég, such that

P2j —P1jP12 2
52‘3‘3‘(71— oL )<1 P12 — 03 (7)

for all n, then, with probability tending to one, there is aSA coefficient path that
identifies the correct model and stopsp4.

The assumption here that tB& grow with n is reasonable because these are the coef-

ficients after normalizing;. Hence as grows thef3’s must also to maintain the original
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scale. Figure 2 provides a graphical representation ofdg®ns where VISA and LARS
will differ. For this figure we have assumed common correlaibetween signal and noise
variables,p;j andpyj, and have plotted them on the x axis. The correlation between
two signal variables2, is plotted on the y axis. In the middle region both methodskwo
Alternatively, in the two side regions LARS fails while VIS4ill still choose the correct
model. Finally, wherp;j; andp,; become too large neither method works. However, it
is worth noting that even in this third region VISA could beapted to choose the cor-
rect model at the expense of introducing a third tuning patam We have not explored
that option here because of the practical problems assdcisith three tuning parame-
ters. If LARS can not identify the correct model, then thedell Lasso will also fall,
so Lemma 1 applies equally well to the latter method. With s@aditional assumptions,
the results from Lemma 1 can also be extended to the LARSel &antzig selector and
VISAp. Lemma 1 refers to a simplified situation with only two sigmatiables but the

ideas also apply to more complicated situations.

2.4.2 Non-Asymptotic Bounds on VISA Errors

As before, we assume that the columnsXxohave been standardized and tlwais the
standard deviation of the errorg, Given an index sel C {1,..., p}, write X; for then

by |J| submatrix obtained by extracting the columns<odorresponding to the indices dn
Definition 1 Let@(k) denote the smallest eigenvalue of the matrice®iiX;, |J| < k}.

Note thatg(K) is positive if all subsets ok columns ofX are linearly independent. Also
note thatXJTXJ is a sample correlation matrix for the variables specifiedieysubsed.
Then Theorem 1 allows us to place a non-asymptotic bound @hatlerror in the VISA

estimate.

Theorem 1 Suppose thgb € RP is an S-sparse coefficient vector. Consider an @, and

definet, = 0/2(1+a)logp. If ﬁ is a VISA estimator with k non-zeﬁ; coefficients for
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LARS and VISA
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Figure 2: Possible scenarios for different correlations betweemai@nd noise variables

(x axis) and between the two signal variables (y axis). VIS&A BARS both choose the
correct model in the center region. Only VISA chooses theecomodel in the two side

regions, and neither succeed in the lower region.

whichBj = 0, andAe = | XT(Y — XB)||, then

~ 1/2 _
I:’<||l3—3||2> %(Amﬂttp)> < <pa\/4nlogp> g

@(S+K)

By construction of VISAA. is bounded by the tuning paramelerin addition, in the
simulation study of Section 3, for the solutions chosengiaigalidation set, we founkl, to
be always lower thamy,. Hence the bound is generally proportionab®-+ k)*/2,/2Togp
which has a similar form to that of the Dantzig selector. Tremdifferences are that our
bound requires a smaller constant but involkgshich is not present for the Dantzig selec-

tor. Of course, in practick can always be bounded by the number of non-zero coefficients
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A

inB.

The bound presented in Theorem 1 assumeskhas columns of norm one. If we let
the sample siza grow, then maintaining the norm one columns would involv@gng the
individual entries of the coefficient vect@ To understand the implications of the error
bounds for the parameter vector on its original scale, we cangider the situation where
the columns are assumed to have squared norms proportiomabtippose that instead of
normalizing the predictor vectors, we rescale them to mia&e squared norms equdfn,
whered? is the average squared element of the original design m&&rote byp* ande*
the corresponding rescaled versions of the true parametgovand the VISA solution.

The following result is a direct consequence of Theorem 1.

Corollary 1 Under the assumptions of Theorem 1,
P (1B Bl > =S vy ) < (e /aiogD) (8)
2 JRoQSrk) Ve S Y ap) .

Corollary 1 makes it easier to trace the estimation errohefMISA estimator as and p

tend to infinity. In particular, if the rati6S+k)1/2/(9¢(S+k)) stays stochastically bounded

and\e < Tp, then||B* —B*||2 = Op(n~Y2/logp).

3 Simulation Study

In this section we present a detailed simulation study cam@&/ISA_ and VISAp to five
competing methods. We conducted a total of 48 simulatioraleB 1 and 2 report re-
sults from a representative sampling of nine of the simaiteti Each simulation compared
VISA| and VISAp to the Double Dantzig (DD), Relaxed Lasso (Relaxo), Adapligsso,
Dantzig selector and Lasso. The Double Dantzig uses onagyrarameter to perform
variable selection and a second to adjust the level of shgalon the selected variables, in

a similar fashion to the Relaxed Lasso. The main differeatiedt it uses the Dantzig selec-
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tor criteria rather than the Lasso’s. The Adaptive Lassa tiseleast squares fit to reweight
the variables and then produces a Lasso fit based on the reeigredictors. Since these
approaches are all efforts to improve on the Lasso fit thepaneral competitors to VISA.
Our simulations contained five parameters that we alterathély, the number of variables
(50 or 100), the number of observations (50 or 100), the numi@on-zero coefficients (5
or 10), the values of the non-zero coefficient$(0.75 or 1) and the correlations among the
columns in the design matrix (0.25,0.4 or 05). In the zero correlation case, the design
matrices were generated using iid random Gaussian entriewea tested all combinations
of the other parameters resulting in 24 simulations. Forctireelated case, we fixed the
non-zero coefficients at 1 and tested out all other comlminatior an additional 24 simula-
tions. In all 48 simulations, iid errors with a standard Nataiistribution were added to the
response variable. For each method and simulation we cadpotr statistics: False Pos-
itive, the number of variables with zero coefficients ineotly included in the final model,
False Negative, the number of variables with non-zero aneffts left out of the model; L2
square, the squaregd distance between the estimated coefficients and the tnuth\iSE,
the average prediction error of each method on a large téstséd We have not reported
the MSE statistic, because it was generally very similah&lb statistic. Tables 1 and 2
provide the other three statistics averaged over 200 dtga se

Table 1 reports results from a representative sample ofisinlations with zero cor-
relation and three with.6 correlation. All but the 50 variable, 100 observationgwis
correlation simulation used ten non-zero coefficients.s€hesults illustrate the best pos-
sible performance of the various approaches with the tupargmeters chosen using the
optimal point on the path, in terms of minimizing L2, for eaufithe seven methods. The
tuning parameters were chosen individually for each of @ data sets. For the L2 statis-
tic we performed tests of statistical significance, commgagach method to the best VISA

approach. Since most differences were statistically S8ggmt, any differences between
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Simulation Statistic \ VISA. VISAp DD Relaxo Adaptive Dantzig Lasso
50 var False-Pos 1.84 201 235 224 627 1378 1532
100 obs False-Neg 0.050 Q050 Q045 Q045 Q040 Q005 Q005
Coet=0.5 L2-sq 0.202 0203 0.218 Q216 0290 0373 (0356
50 var False-Pos 0.23 043 046 039 298 1371 1584
100 obs False-Neg O 0 0 0 0 0 0
CoeE=1.0 L2-sq 0.121 Q120 0.129 Q128 Q173 0366 0345
100 var False-Pos 2.97 323 416 388 2648 1497 1872
100 obs False-Neg 0.140 Q140 Q150 Q135 1805 Q08 0035
Coet=0.5 L2-sq 0.276 0274 0.305 Q302 1174 0553 (0516
100 var False-Pos 0.49 061 090 Q72 3380 1510 1866
100 obs False-Neg O 0 0 0 044 0 0
CoeE=1.0 L2-sq 0.136 0137 0.154 Q149 184 0592 Q0539
100 var False-Pos 8.07 996 973 845 NA 1386 1515
50 obs False-Neg 2.380 1805 2180 2340 NA 2145 1980
Coet=0.5 L2-sq 1256 1145 1211 1270 NA 1417 1397
100 var False-Pos 7.30 1040 977 838 NA 1500 1752
50 obs False-Neg 0.240 Q150 Q400 Q235 NA 0.425 Q185
CoeE=1.0 L2-sq 1264 1211 1596 1400 NA 2891 2254
50 var, 100 obs  False-Pos 0.49 082 114 057 146 974 857
Cor=.5 False-Neg O 0 0 0 0005 0 0
CoeE=1.0 L2-sq 0.132 0130 Q128 0.137 Q160 Q306 0314
100 var50 obs False-Pos 11.30 1361 1146 1084 NA 1541 1357
Cor=.5 False-Neg 0.190 Q130 Q425 Q340 NA 0.520 Q305
CoeE=1.0 L2-sq 1852 1640 1984 2032 NA 3.618 2904
100 var100 obs False-Pos 5.94 832 763 601 3132 1458 1393
Cor=.5 False-Neg O 0 0020 Q005 Q0815 Q055 Q005
CoeE=1.0 L2-sq 0439 0454 Q450 Q448 2.903 1273 Q858

Table 1:Simulation results using the optimal point on the path fartemethod.

VISA and the other methods that were not significant wereqalac bold font. For exam-
ple, in the first simulation with 50 variables and 100 obseoves VISA_ and VISAy were
statistically identical, but the other methods were alhgigantly worse. In general, VISA
and VISAp performed similarly, with VISA having slightly lower false positive rates but
higher false negative rates. In comparison to the other odsthVISA generally had lower
false positive rates and similar false negative. In termthet., error, the VISA methods
were overall superior to all the other approaches in the zercelation case, and in the
correlated case were overall superior to everything exttepDouble Dantzig. In cases

with more observations than variables, the Adaptive Lasseiged improved performance
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Simulation Statistic \VISAL VISAp DD Relaxo Adaptive Dantzig Lasso

50 var False-Pos 2.92 327 341 339 6.66 1352 1508
100 obs False-Neg 0.045 Q045 Q070 Q065 Q065 Q005 Q005
Coet=0.5 L2-sq 0.226 0228 0.246 Q245 Q304 0382 (0365
50 var False-Pos 0.93 165 128 126 355 1370 1545
100 obs False-Neg O 0 0 0 0 0 0

CoeE=1.0 L2-sq 0.141 0.146 Q148 Q149 Q184 0376 (0353
100 var False-Pos 4.06 478 487 460 2729 1467 1803
100 obs False-Neg 0.155 Q145 Q170 Q170 1805 Q075 Q040
Coet=0.5 L2-sq 0.303 0.314 0334 Q331 1212 0560 (0521
100 var False-Pos 0.90 124 152 118 3389 1499 1809
100 obs False-Neg O 0 0 0 0465 0 0

CoeE=1.0 L2-sq 0.153 0.158 Q174 Q167 1862 0598 (0543
100 var False-Pos 8.09 1232 1028 848 NA 1340 1505
50 obs False-Neg 2.805 2025 2375 2770 NA 2365 2135
Coet=0.5 L2-sq 1393 1333 1352 1404 NA 1461 1438
100 var False-Pos 7.72 1144 1053 910 NA 1515 1709
50 obs False-Neg 0.265 0200 Q390 Q245 NA 0.425 Q200
CoeE=1.0 L2-sq 1339 1378 1.672 1469 NA 2922 2273
50 var, 100 obs  False-Pos 1.55 206 166 180 265 1115 1021
Cor=.5 False-Neg O 0 0 0 0005 0 0

CoeE=1.0 L2-sq 0.161 0.192 Q177 Q170 Q182 0344 Q333
100 var50 obs False-Pos 1202 1405 1173 1136 NA 1537 1370
Cor=.5 False-Neqg 0.195 (0205 Q475 Q355 NA 0.515 Q300
CoeE=1.0 L2-sq 1985 1982 2175 2153 NA 3.708 2919
100 var100 obs False-Pos 7.18 1005 847 706 3167 1457 1446
Cor=.5 False-Neg O 0 0020 Q005 Q810 Q025 Q005
CoeE=1.0 L2-sq 0478 0.601 0520 Q482 2.953 1333 Q866

Table 2:Simulation results using a validation data set to choosduhéng parameters.

relative to the Dantzig selector and Lasso. However, becabigs reliance on the least
squares estimators, it performed poorly in other settiige. Double Dantzig and Relaxed
Lasso performed somewhat similarly, and both provided idenable improvements over
all methods except for VISA.

In Table 2 we examine the deterioration in performance wihentining parameter
must also be chosen. For each of the 200 data sets in eachasonulve produced a
corresponding validation data set. The validation data wete identically distributed to
the training data and had the same number of observationgaaiadbles. We then selected

the tuning parameters that gave the lowest mean squaradbeteen the response and
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predictions on the validation data. As one would expecs, taused some deterioration in
performance for all seven methods, but, with a few exceptitire conclusions from Table 1
remain the same. Among the 24 zero correlation cases, VI8Aenerally outperformed
the other methods, with VISAbeing the best overall, however the advantage over the
Double Dantzig and Relaxed Lasso was not as dramatic asdaptimal point. In the 24
correlated cases VISAagain produced the best results followed by the Double Dgntz
We also performed three additional simulations with= 300 predictorsn = 50 ob-

servations, ten non-zero coefficients and varying degréesreelation and values of the
coefficients. With these simulations we found VIS#vas the best performer at low corre-

lations. At higher correlation VISAperformed as well, followed by the Double Dantzig.

4 Empirical Results

Here we present results from applying VISA to two real worddadsets. We also provide
VISA fits to a simple sparse simulated data set to evaluatenpeance in a setting where
the truth is known. For all three data sets we implement \(I$&ing cross-validation
to choose the optimal tuning parametersands. For a fixed value oh, the VISA path
for all values ofs can be computed significantly faster than the whole LARS .p&f
course, VISA uses two tuning parameters in comparison to $ARhich has only one.
Hence, overall VISA is not quite as computationally effitias LARS but the difference is
generally fairly small. As a result, using cross-validatis quite feasible.

The first real world data set we examine is the Diabetes dathinghe LARS paper of
Efronet al. (2004). The data contains ten baseline predictors, agepsey mass, blood
pressure and six blood serum measurements.($S$6), forn = 442 diabetes patients. The
response is a measure of disease progression one yearas&dink. The average absolute
pairwise correlation among the ten predictors.310 As a result of the efficiency in com-

puting the cross-validated VISA solution, we are able tolangent a bootstrap approach,
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Figure 3:Histograms of the.00bootstrap coefficient estimates for the Diabetes data.

where the data is resampled, and the coefficients are estinatsed on the resampled
data. We us® = 100 bootstrap resamples and estimate the tuning paransejgasately
for each bootstrap data set. Histograms of the bootstrapasts of the ten coefficients
are presented in Figure 3. There appears to be strong eedleacSex, BMI, BP and S5
are all statistically significant predictors of diseasegpession. In addition, there are clear
spikes at zero for Age, S1, S2, S4 and to a slightly lessene®@ As opposed to standard
linear regression, where one can only say that there is rdepege to include a variable,
using VISA we see that there is actually evidence that thagables should be excluded.
S3is an interesting case. It has no spike at zero, indic#tiugt is being included in most
of the bootstrap models but its coefficients fall either sdfl@ero. This suggests that the
variable may well be significant but it is unclear what effiéedtas on disease progression.
One can also use a similar approach to compute the Lassocoeetffiestimates. These fits
show a similar pattern to those of VISA but with more spreath@insignificant variables
and a lower spike at zero, resulting in a smaller signal.

Next we examine a simple simulated data set with ten predict@nerated from an iid

standard Gaussian distribution, one hundred observaiimhaormal errors with a standard
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Figure 4:Histograms of the coefficient estimates for the first fivealdes onl00simulated
data sets. VISA estimates are in the first row and Lasso indbersl.

deviation of two. The coefficients foX; and X, are both set to one while the remaining
coefficients are zero. We first apply both VISA and Lasso todat with the tuning
parameters chosen using cross-validation. The resultatficient estimates are provided
in Table 3. VISA has chosen the correct two variables with alklavel of shrinkage of
the coefficients. Lasso has had to choose between includmghany variables or over
shrinking the coefficients. In the end, the fit is a compromv#é both, two additional
variables included, anh and[3; over shrunk towards zero. The VISA coefficient vector is
considerably more accurate, with a mean squared erroivestatthe trug equal to 0006,
compared to @32 for the Lasso. Additionally, when compared to the trepomse surface
VISA has a mean squared error 00@ compared to.@2 for Lasso. Next we generated 100
data sets with an identical distribution to the originald applied VISA and the Lasso to
each. Figure 4 plots histograms of the first five predictoffaments for the two methods.
The VISA coefficients forX; and X, are centered close to the truth of one, with means
of 0.95 and 097, respectively. However, the Lasso coefficients are Hidseards zero

with means of B2 and 081, respectively. This bias also results in a consideradiyelr
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Method| B B2 Bs Bs Bs Bs Bs Bs Bo P
VISA H 0.975 Q758 Q000 Q000 Q000 Q000 Q000 Q000 Q000 Q000

Lasso || 0.767 Q499 Q000 QOO0 —-0.126 QOO0 QOO0 QOO0 QOO0 Q056

Table 3:VISA and Lasso coefficient estimates for the ten variablalaied data set.

Order Variable Coefficient Confidence Interval
1 Tuition 0.13 (0.10,0.16)
2 Graduation Rate 5.61 (1.69,11.27)
3 Expenditure per student 0.02 (0.00,0.04)
4 Number of applications 0.06 (0.02,0.13)
5 Cost of Books 0.48 (0.08,0.85)
6 Parttime undergraduates 0.06 (0.00,0.17)
7 Alumni donation rate —1172 (—18.26,—4.47)
8 Percent faculty with PhD 0.00 (—5.70,6.57)

Table 4:Coefficients and confidence intervals for the first eightatales to enter the model
when fitting the college data. The variables are listed indtder that they entered.

mean squared error for Lasso relative to VISA. In additioBAproduces many more zero
estimates foiXg throughXio with 86% estimated as zero, compared to only 69% for the
Lasso.

The final data set we examine is a subset of the USNews datdarséd ASA 1995
Data Analysis Exposition. The data contains measuremeni8wariables from 777 col-
leges around the United States. The response of interdst isost of room and board at
each institution. The average absolute pairwise cormglamong the 17 predictors is32.

We first randomly divide the data into a test data set of 10@agions, with the remainder
making up the training data. Table 4 lists the first eightalales to enter the model, along
with their coefficients and 95% bootstrap confidence intervBhe order that the variables
enter provides a measure of their importance. We fit both V&84 Lasso to the training
data and make predictions on the test data. The VISA predtre statistically superior
with a p-value of 002. Finally, Figure 5 provides plots of the cross-valida#8A errors

for different values o ands. The dotted lines in the left hand plot demarcate decreasing
values ofA, and hence larger models. Within each dotted region we hiaxeeg the error

for different values o6. Notice that for many values @, the optimal value 0§ is some-
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Figure 5:Cross validated VISA error rates on the USNews data set fterdnt values ok
and s.

where in the middle. The right hand plot provides the CV erasra function o, for the
optimalA. Again we see that the optimsis not at the most extreme value. This provides
further motivation for the VISA path approach as opposedswmrgler method where vari-
able selection is performed first and then an OLS fit is usedherseélected variables. On
this data set, the entire set of cross-validated errorslifgakies of both tuning parameters
took approximately four seconds to run in R.

We have opted here to compare VISA with Lasso because the isadse most widely
used of the methods we examine. From our simulation study mesvkhat, while the
improvement of VISA over the Double Dantzig or Relaxed Lassbighly statistically
significant, it is less extreme than that relative to the bastence, had we compared VISA
with the Double Dantzig or Relaxed Lasso one would not exjpdtave seen such dramatic

differences.
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5 GLMVISA

Generalized linear models provide a framework for relatiegponse and predictor vari-
ables (McCullagh and Nelder, 1989). For a random varigbe model the relationship
between predictaX; and respons¥ asg(L) = X' B, wherey, = E(Y|X;) andg is referred
to as the link function. Common examplesginclude the identity link used for normal
response data and the logistic link used for binary respdate In a standard GLM setup,
the coefficient vector is generally estimated using maxintikelihood. However, wherp

is large relative tan, the maximum likelihood approach becomes undesirabledoeersl
reasons. First, maximum likelihood will not produce anyf@ioents that are exactly zero,
and, as a result, the final model is less interpretable anolapiy less accurate. Second,
for large p the variance of the estimated coefficients will become langeg whenp > n
there is no unique solution. To address these limitatiomsraé extensions of the Lasso
to GLM data have been proposed (Park and Hastie, 2007). Howéese extensions still
suffer from over shrinkage of the coefficients. In this smttive address this problem by

extending VISA to the GLM setting.

5.1 GLM VISA Methodology

Notice that, for Gaussian error termi}(,(Y — XB) = ol (B) wherel is the partial derivative
of the log likelihood function with respect f&), 0% = var(g;) andx; denotes thgth column
of X. For a GLM model, using the canonical link(B) = x] (Y — ) with p= g~*(XB).
Hence, the VISA optimization criteria, given by (5) and (6), can be extenutea natural

fashion by computing thg, (s) that minimize54|[~3||1 subject to

IXT(Y =)« < A, forsin[0,2A]
IXL,(Y =)o < A—s, forsin(0,A] ©)

X3 (Y =)l =0, [Xg,(Y =W < 2\—s, forsin (A, 2A]. (10)
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Here we define4; and 4, in an analogous fashion to the definitions for the linear case
except thaKp is replaced by. For the Gaussian distribution with the identity link fuioct,

the GLM VISA reduces to the standard VISA but it can also bdiaggo a much wider
range of response distributions. For example, solving (@) @0) using a logistic link
function allows us to perform regression for categorigall} response data.

Unlessg is the identity function, the GLM VISA constraints are natdar, so linear
programming software can not be directly used to comflyts). However, recall that in
the standard GLM setting, an iterative weighted least ssgialgorithm is used to solve
the likelihood equation. In particular, given a currenﬁreatef&, an adjusted dependent
variablezj = XiT[~3+ (Yi — ) /Vi is computed, wher®; is the conditional variance of;
given X;. A new estimate foi3 is then produced using weighted least squares, i.e. by
solving ijW(Z — Xf&) =0forj=1,...,p, whereW is a matrix consisting of th&;’s on
the diagonal. This procedure is iterated uﬁtdonverges.

An analogous iterative approach can be used to compute the\BEA.

1. At thek+ 1th iteration, letv; equal the conditional variance ¥f given the current
parameter estimates, and defije= XiTB(k) + (Y — ui(k))/\/i, where(k) denotes the

corresponding estimate from tkth iteration.
2. LetZF =Z\V; andX; = XijvVi.

3. Optimize (5) and (6) to compuﬂékﬂ) usingZ* as the response aixd as the design

matrix.
4. Repeat steps 1 through 3 until convergence.

As mentioned previously, (5) and (6) can be formulated asalirprogramming problems,
thus step 3 can be computed efficiently. James and Radch2ak8)(use a similar algo-
rithm and note that it generally converges within a few itierss, in which case the com-

putation time for the GLM VISA would only be a small multiplé¢ that for the standard
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VISA.

In addition to directly computing the GLM VISA solution foaeh givenA ands, we
can also adapt the VISA algorithm to generate the entire p@LM VISA coefficients.
Our path algorithm is a natural generalization of the athons given in Park and Hastie
(2007) and James and Radchenko (2008). Although GLM VISAfictent paths are not
piece-wise linear, they can be well approximated by a pieise-linear solution. Given a
point on the path, we use the linear approximation to the GLISA/optimization prob-
lem together with the steps 2 and 3 of the VISalgorithm to approximately identify the
next point on the path where a coefficient becomes nonzeroeffiaient hits zero, or a
new constraint becomes active. Then we use the new coeffi@etor to iteratively solve
the corresponding GLM VISA optimization problem, as ddsed above. We call this a
correction step. The fact that we know the set of active caimgs and the set of nonzero
coefficients allows us to avoid using an optimization paekagthe correction step, and

instead solve a system of linear equations at each iteration

5.2 Non-Asymptotic Bound

Similar non-asymptotic bounds to those for standard VISdstdor GLM VISA. In partic-
ular, let# be the parameter space of coefficieftsi-urther, letD be the set of all diagonal

matrices withith diagonal entryfg—1(X{ o) — g=1(XiB))/X{ [a — B] wherea € #.
Definition 2 Let ¢(k) denote the smallest eigenvalue of the matrice$Xg DX, |J| <
k,De D}.

Then Theorem 2 extends the non-asymptotic bounds fromd®e2i to the GLM domain.

Theorem 2 Suppose thap € RP is an S-sparse coefficient vector. Lfbbe a GLM VISA

estimator with k false positive coefficients, andNgt= || XT (Y — 1) ||». Then,

(S+ k)12

P<||B—B||2> m

(Aw+r)> <P(E>T)

26



for each positiva, whereg = ||[XT (Y — )| |-

Wheny(S+ k) = 0, we assume that the probability on the left-hand side ohtiwve in-
equality equals zero. In the Gaussian case;, ¢, andP(& > a,/logp) < (p*/4miogp) 1,
as shown in the Appendix. In the more general setting The@gutaces a bound on

P(& > 1) for most typical response distributions.

Theorem 3 Fix a positive a.

1. Suppose that there exist positive constants K and v, batlite response variables
satisfy K(EéYi*WZ/K —1) <vforevery i. Set, = a/logp and definey = a?[8K +
8v]~L. Then

P(& > 1p) <2p*Y.

2. Suppose that there exist positive constants M and v, bathhte response variables
satisfy2M2E (e¥i—HI/M _ 1 _ M_Bly <y for every i. Set/, = alogp and defing/=

aj2M + 2v/(alogp)] L. Then

P(E > 1)) <2p™V.

The first part of Theorem 3 covers, for example, the normatitdigion with bounded
variance and the binomial distribution. The second parecg\for example, the poisson and
the exponential distributions, both with the assumptiobadinded variance. Combining
Theorems 2 and 3 allows us to construct bounds ohstegror in the coefficient estimates,
which hold with high probability, for all the common resperdistributions. For example,
consider the binomial distribution witf§ = 0 or 1. Then the condition in part 1 holds, for

example, withK = 1/2 andv = 1/2. Consequently, inequality

) 1/2
1B Bllo< e O+ 444203
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is satisfied for each positiwewith probability at least - 2p'~Y.

6 Discussion

The Lasso, Dantzig selector, Relaxed Lasso and Double aatizuse a hard thresholding
rule to select the model variables. The Relaxed Lasso andlBddantzig then use a
second tuning parameter to adjust the level of shrinkagenerselected variables. Our
simulation results, along with previous studies, dematstthat this two stage approach
can produce considerable improvements over the Lasso amdifaelector. However, the
hard thresholding rule means that none of these approaahecrect any mistakes in the
initial model selection step. The key contribution of theS¥l methodology is to introduce
a more flexible selection scheme, where variables can pallgmnter or leave the model as
the fit to the data improves. Our simulation results showttiiatmore flexible strategy can
produce considerable improvements over the Lasso and iDaetector as well as smaller,
but still statistically significant, improvements over Relaxed Lasso and Double Dantzig.
In addition to its strong practical performance VISA als@gesses interesting theoretical
properties, that suggest it should perform wellpagnds to infinity. Finally, the standard
VISA methodology can be extended to the class of GLM respdistgbutions, providing
an added level of flexibility.

We see a few possible future directions for this work. VISA&ssentially performing a
three step procedure, where first a primary set of variableientified, then a secondary set,
and finally the optimal level of shrinkage is chosen. Howgthas idea could be extended
beyond three steps. For example, one could use the samepmtiaah to implement a
four step procedure by selecting a tertiary set of variabletheory we could keep adding
steps, but one may imagine that there are diminishing lesefeturn. In addition, we
currently use the same cutoff for determining both the pnjnaad secondary variables. The

advantage of this approach is that it can be implementedanitytwo tuning parameters.
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However, the results in Lemma 1 could be strengthened wélatidition of a third tuning
parameter to allow a different cutoff for the secondary alalies. It is an open question
whether any potential improvement in the practical perfamoe of VISA would outweigh

the difficulty of selecting a third tuning parameter.
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A Steps 2 and 3 of the VISA algorithm

Write B andB~ for the positive and negative parts [df. Suppose that the indexes.h
(and, correspondingly, imj\") are ordered according to the time they were added.to
Let | be an|4| by \,‘Zlf"| matrix in which theij’th element equals one if thé&h member
of 4 is also thej-th member of2M, and it equals zero otherwise. Wrigfor the | 4|-
dimensional diagonal matrix containing the signs of caweesc; for the variables in4,
and compute theg| by 2p+\ﬂlf"\ matrixA= | —SXIX SXIX [ |. The firstp columns
of A correspond t@* and the nexp columns top~. Let B be the matrix produced by
selecting all the columns & that correspond to the non-zero componentgoandp ™,
and letA; be one of the remaining columns. Write the two matrices infdHewing block
form:
B= o and A= & ,
B2 A,

whereB; is a square matrix of dimensiadf| — 1, andA,, is a scalar. Define

i*= argmax [lTBl_lAil—l{i§2p} /lail, (11)
it]ai|#0,a/0>0
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whereq = A, — BBy A, o = BB 11— 1, and(1",1) is a zero-one row vector of
length| 4| that indicates whether the corresponding elemerit belongs toﬁlf".

If i* <2p, augment the seB by the index of the corresponding variablei*lt=2p+m
form=1,..., \,‘Zlf"|, leaveB unchanged, but remove theth element from the setf".

As with VISA(, the first point at which a neye;| reaches\ is given by

B m+in Cj—A Cj+A
vi= jeac\a, | xIXh'xIXh [

Let xx be a variable that is a member of the @f Then, as with LARS, the first point a

new|cm| hitsC for min 4, is given by

y rrﬁn { Ck — Cj Ck +Cj }
2 = ) )
jea)\aM (X —Xj)TXh” (X +X;j)TXh

and the first point that non-zero coefficient crosses zerovengoyys = minj+ {—Blj/hj }

Combining the above with the possibility that= 0, we gety = min{y, y2,Ys, ck/xIXh}.

B Proof of Lemma 1l

Write Z; for x| & and note thaZ; ~ N(0,0?) for eachi. Absolute covariances at the start of

the path are given by

lca| = X] Y| = |B1+ p1z2B2 + Z1|
o] = XJ Y| = |p12B1+ B2+ 22|

Icj| = IX] Y| = |p1jB1+p2jB2+2Zj| forj e In.

Observe thatc;| = B1 + 0p(n*/?) and |c| < (1 — 8)By + 0p(n'/?). Note the stochastic
bound may, |Zj| = Op(,/Togp), and deduce that mgxc;j| < (1— 8)B1 + op(nt/?). Thus,

with probability tending to one, the first variable seledbyd_ARS is X;.
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The first part of the LARS algorithm drives the absolute c@rase|c;| towards zero
using one non-zero coefficierﬁi. Absolute covariances on this part of the LARS path are

given by

1] = [X] (Y — Buxa)| = [(B1— 1) + proB2 + Z4]
co| = [x3 (Y — Baxa)| = [p12(B1— B1) + B2+ Z2|

il = IX] (Y = Baxa)| = |paj (B — B1) +p2jB2+Zj| for j € .

If |co| is the first absolute covariance that rises ugcio, then simple algebra shows that

when|c,| becomes active,

|C2| = (1+ p12)B2+0p(B2). (12)

If |cj| with j > 2 is the first absolute covariance that rises ufzt then wherjcj| becomes

active,
o (P2j —P1jpP12
il = (P gL B+ op(B2). (13)
Conclude that under the assumptions of part 1 of the lemneas¢hond variable selected
by LARS isXp, with probability tending to one. Satto the maximum absolute covariance
at this pointA = (1+p12)B2+0p(B2), and consider the corresponding VISA pﬁﬂq)\, ).

VISA starts by driving|c;| and|c;| towards zero at the same rate, using the coefficignts

andf&l. Absolute covariance;| for the noise variables id, are given by

P1j + P2;
———=|c1|+0Op(1),
o161+ 0p()

IX] (Y — Buxe — Box2)| = |paj (Br— Bu) + p2j (B2 — B2) +Zj| = 14 00

hence may |cj| < (1—31/2)A+0p(B2). Conclude that with probability tending to one,

none of thelc;

's will rise up to the level throughout the VISA path. This completes the
proof of part 1, because the final point of the coefficient patine solution to the system
of equation] (Y — B1x1— Boxo) =0 andxJ (Y — B1x1— Boxz) = 0, namelyRss.

Recall the assumptions of part 2 of the lemma and comparexjiressions for the
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absolute covariances in equations (12) and (13). Conchalevtith probability tending
to one, LARS will select a noise variable aheadXef SetA to the maximum absolute
covariance right before the noise variable enters the model

A — mapoj —P1jP12
j€dn l—plj

B2+ 0(B2).

Consider the corresponding VISA pafth(}\, -). The fact that the correlation between each
noise variable an¥; is positive guarantees thatjas| is decreased, the maximum absolute
covariance for the noise variables remains below the I®wsith probability tending to
one. If|cy| gets driven all the way down to zero, the corresponding vafu@; — [31 is
—p12B2+0p(B2), hence the corresponding value|of| is (1— p2,)B2 + 0p(B2). Compare
the latter value ta\ taking into account inequality (7) and conclude that, witblqability
tending to one, the absolute covariafgg will reach the level at some point on the VISA
path beforgc,| hits zero. Thus, VISA selects, as a secondary variable. Again, the fact
that all the noise variables are positively correlated WitndX, guarantees that mgxc;|

will remain below the leveh throughout the VISA path. Complete the proof by noting that

the final point of the path is again the oracle least squarlesico3975.

C Proof of Theorem 1

Defineh = f3— B, letJ be the index set of th8+ k nonzero elements d&f, and writeh; for

the corresponding subvectorlof Note that
IXTXshalleo = [XTX(B=B)lleo = [IXT (Y = XB) = XJ (Y = XB) o0 < Ao+ [|XTE ]| o
Hence the inequalitfXTe||. < Tp implies

Ao +Tp = [ X Xshylleo = (S+K) ™2 X Xghyll2 = (S+K)~H20(S+ k) [y |2
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thus the boungy(S+K) ||h||2 < (S+k)¥?(Aw +Tp) holds with probability at leag?(||X || <
Tp). Note that each component of the vecxdre has aN(0,¢2) distribution, hence the de-
sired probability boundP(|| X e[| > Tp) < (p?y/4mtiogp) ~* follows from standard results

for normal random variables.

D Proof of Theorem 2

Note that vectoX T (1— ) can be written axTDX(ﬁ — B) for some matribXD in the setD.
Argue as in the proof of Theorem 1 to establistS+ k) || — B||2 < (S+K)Y2(Aw +T) with

probability at leasP(||XT (Y — p)||w < T).

E Proof of Theorem 3

We first present two lemmas and a corollary used in the probé fdllowing lemma can

be found in Bennett (1962), pages 37-38.

Lemma 2 (Bernstein’s inequality) Let\,...,.\, be independent random variables with zero
mean such that inequalities\&|™ < m!M™2y; /2 hold for every m> 2 (and all i) and some

positive M and ¥ Then

P([Vi+...+Va| > x) < 2exp

2
2(Mx+3Lyv) |
The next result is a direct consequence.

Corollary 2 Suppose that W...,W, are independent random variables with expectation
zero and withmax <, 2M2E (eWMI/M — 1 — W,C,f—') < v for some positive M and v. Then for all

positive x and real awith |aj| < 1,

2
_Z(MXJFVZF:l&\Z)] '

P(|latWa + ... + anWh| > X) < 2exp
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Proof: For each, write out the Taylor expansion for the left-hand side otjuality 2VI%E (e‘WVM —
1- %) < vto deriveE|W|™ < mIM™~2y/2 for everym > 2. DefineV; = aW and note

thatE|Vi|™ < m!M™-2a?v/2. Apply Bernstein’s inequality to complete the proof.

The following lemma is from Van de Geer (1999), Lemma 8.2.

Lemma 3 Suppose that ..., W, are independent random variables with expectation zero
and withmax, K (E€W*/K — 1) < v for some positive K and v. Then for all realand

x>0,

X2

8(K+v)yi af]

P(|asWi+ ...+ anWh| > x) < 2exp|—

Theorem 3 follows from the above results. Dgtdenote the i-th column of matriX
and writew for Y — . Observe tha® (||[XTW||e > x) is bounded above by, P(|XTW| >
x). Bound each summand byp?2Y by applying either Lemma 3 with= c,/logp or Corol-

lary 2 withx = c(log p), depending on the behavior of the tails of the responseilalisiton.
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